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The Kelly mechanism

Divisible good auctions [Tullock, 1980; Kelly et al., 1998]
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Client 3

Resources

▸ Goods: ad space, food produce (Tokyo fish markets), bandwidth,…
▸ Bidders: arrive day-by-day, unaware who else is bidding
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Generative adversarial networks

Which cat is real?

[Spoiler: https://thiscatdoesnotexist.com]
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The schematics of GANs

Goal: Generate new data with the same statistics as the training set
[Schmidhuber, 1991; Goodfellow et al., 2014]

noise
Z i

Generator

G

G(Z i)

Discriminator

D

X i

compare

loss

true/fake

Model likelihood: ℓ(G ,D) =∏N
i= D(X i) ×∏

N
i=( − D(G(Z i)))
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Goal: Generate new data with the same statistics as the training set
[Schmidhuber, 1991; Goodfellow et al., 2014]
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Min-max game: minG∈G maxD∈D ℓ(G ,D)
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Online decision-making

Procedure 1 Repeated decision process # single-agent

Require: action set X ; sequence of loss functions ℓt ∶X → R #X ⊆ Rd compact convex

repeat

at each t = , , . . .
Choose action Xt ∈ X #action selection

Encounter loss function ℓt ∶X → R #action response

Incur loss ℓt(Xt) # reward mechanism

Receive feedback signal St # context-dependent

until end

Key considerations

▸ Unilateral viewpoint: Player interactions abstracted away [“game against Nature”]

▸ Solution concept: Regret minimization [no-regret learning]

▸ Applications: online convex optimization, bandits, …
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Online decision-making

Procedure 2 Repeated decision process #multi-agent

Require: players i ∈ N ; action sets Xi and payoff functions u i #Xi ⊆ Rdi compact convex

repeat

at each t = , , . . .
for all players i ∈ N do simultaneously

Choose action X i ,t ∈ Xi #action selection

Receive reward u i(X i ,t ; X−i ,t) # reward mechanism

Receive feedback signal S i ,t # context-dependent

until end

Key considerations

▸ Game-theoretic viewpoint: Player interactions central [normal form games]

▸ Solution concept: Nash equilibrium [equilibrium learning]

▸ Applications: multi-agent reinforcement learning, economics, …
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Points of note

Single-agent setting

▸ Offline optimization: ℓt(x)← f (x) for all t = , , . . .
▸ Stochastic optimization: ℓt(x)← F(x;ωt) for random i.i.d. ωt ∈ Ω
▸ Min-max optimization: ℓt(x)← Φ(x; θ t) for adversarially chosen θ t ∈ Θ

⎫⎪⎪⎪⎪⎪⎬⎪⎪⎪⎪⎪⎭

Part I

Multi-agent setting

▸ Single ↭ Multi: given X−i ,t set ℓ i ,t(x i)← −u i(x i ; X−i ,t)
▸ Single ⊊ Multi: absence of normal form game

▸ Multi ⊊ Single: regret ≠ (Nash) equilibrium

⎫⎪⎪⎪⎪⎪⎬⎪⎪⎪⎪⎪⎭

Part II

Main differences

▸ Exogenous (single) vs. endogenous (multi) [source of variability]

▸ More structure Ô⇒ finer solution concepts [no regret /Ô⇒ Nash]
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Outline

Part I: Online convex optimization

▸ Regret, types of feedback, . . .

▸ Leader-following algorithms

▸ Regret minimization guarantees

Part II: Online learning in games

▸ Continuous games (equilibrium, variational stability, . . . )

▸ Multi-agent learning algorithms (gradient descent, exp. weights, optimism, . . . )

▸ Equilibrium convergence guarantees

▸ Limitations (non-convergence, spurious attractors, . . . )
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Outline

Background & Motivation

Part I: Online convex optimization
Preliminaries
Leader algorithms & their friends
Regret minimization guarantees

Part II: Online learning in games
Preliminaries
Equilibrium convergence guarantees
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Sequence of events

Online convex optimization # single-agent

Require: action set X ; sequence of loss functions ℓt ∶X → R #X ⊆ Rd compact convex

repeat

at each t = , , . . .
Choose action Xt ∈ X #action selection

Encounter loss function ℓt ∶X → R #action response

Incur loss ℓt(Xt) # reward mechanism

Receive feedback signal St # context-dependent

until end

Blanket Assumptions

For all t = , , . . . , and all x , x′ ∈ X ,  ≤ λ ≤ , we assume:
▸ Convexity: ℓt(( − λ)x + tx′) ≤ ( − λ)ℓt(x) + λℓt(x′)
▸ Lipschitz continuity: ∣ℓt(x′) − ℓt(x)∣ ≤ G∥x′ − x∥ for some G > 

P. Mertikopoulos CNRS & Criteo AI Lab
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Measures of regret

Performance measured via the agent’s regret:

Reg(T) = max
x∈X

T

∑
t=
[

ℓt(Xt) − ℓt(x)

]

▸ No regret: Reg(T) = o(T)
”The chosen policy is as good as the best fixed strategy in hindsight.”

▸ Adversarial setting: regret guarantees against any given sequence ℓt

▸ Key distinction in stochastic environments:

Expected regret: E[Reg(T)] = E[max
x∈X

T

∑
t=
[ℓt(Xt) − ℓt(x)]]

Pseudo-regret: Reg(T) = max
x∈X

E[
T

∑
t=
[ℓt(Xt) − ℓt(x)]]

▸ No distinction between oblivious / non-oblivious adversaries, etc.

[Cesa-Bianchi and Lugosi, 2006; Shalev-Shwartz, 2011; Bubeck and Cesa-Bianchi, 2012]
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Applications

Averaging [Novikoff, 1962; Polyak and Juditsky, 1992]

Guarantees for X̄T = 
T ∑

T
t= Xt provided that Xt enjoys Reg(T) = O(R(T))

1. Offline optimization: ℓt(x)← f (x) for all t = , , . . .

f (X̄T) − min f
²
min value

= O(R(T)/T)

2. Stochastic optimization: ℓt(x)← F(x;ωt) for random i.i.d. ωt ∈ Ω

E[F(X̄T ;ω)] −minE[F(x;ω)]
´¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¸¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¶

mean solution

= O(R(T)/T)

3. Min-max optimization: ℓt(x)← Φ(x; θ t) for adversarially chosen θ t ∈ Θ

max
θ∈Θ

Φ(X̄T ; θ) −min
x∈X

max
θ∈Θ

Φ(x; θ)
´¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¸¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¶

min-max solution

= O(R(T)/T)

R(T) =
√
T Ô⇒ convergence to ε-optimality within O(/ε) iterations

P. Mertikopoulos CNRS & Criteo AI Lab
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´¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¸¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¶

mean solution

= O(R(T)/T)

3. Min-max optimization: ℓt(x)← Φ(x; θ t) for adversarially chosen θ t ∈ Θ

max
θ∈Θ

Φ(X̄T ; θ) −min
x∈X

max
θ∈Θ

Φ(x; θ)
´¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¸¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¶

min-max solution

= O(R(T)/T)

R(T) =
√
T Ô⇒ convergence to ε-optimality within O(/ε) iterations

P. Mertikopoulos CNRS & Criteo AI Lab
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Feedback

Feedback types (from best to worst):

1. Full information:

St ← ℓt [NB: Entire loss function is revealed!]

2. Perfect gradients:

St ← ∇ℓt(Xt) [Perfect first-order oracle]

3. Stochastic /Noisy gradients:

St ← ∇ℓt(Xt) + Zt [E Z t = ; stochastic first-order oracle]

4. Bandit / Loss-based feedback:

St ← ℓt(Xt) [Zeroth-order oracle]

Variants:

▸ Noisy zeroth-order feedback [; reinforcement learning]

▸ Delayed feedback [; online advertising]

▸ ⋯

P. Mertikopoulos CNRS & Criteo AI Lab
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Outline

Background & Motivation

Part I: Online convex optimization
Preliminaries
Leader algorithms & their friends
Regret minimization guarantees

Part II: Online learning in games
Preliminaries
Equilibrium convergence guarantees
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Leader-following policies

Ideally, one would like to “be the leader”

Xt = argmin
x∈X

t

∑
s=

ℓs(x) (BTL)

7 Mission: Impossible [ℓ t unknown before playing X t ]

Instead, one can try to “follow the leader”

Xt+ = argmin
x∈X

t

∑
s=

ℓs(x) (FTL)

3 Does not violate causality [Full information: S t ← ℓ t ]

3 O(
√
T) regret against quadratic losses [Exercise]

7 Linear regret against linear losses

P. Mertikopoulos CNRS & Criteo AI Lab
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Follow the regularized leader

Main idea: give the learner a “good day”

Mitigate exploitability via regularization ; “follow the regularized leader”

Xt+ = argmin
x∈X

{
t

∑
s=

ℓs(x) +

η
h(x)

´¹¹¹¹¹¹¹¸¹¹¹¹¹¹¹¶
zero-day loss

} (FTRL)

where

▸ h∶X → R is a strongly convex regularization function, i.e.,

h(x′) ≥ h(x) + ⟨∇h(x), x′ − x⟩ + 
K∥x

′ − x∥

▸ η >  is a weight / learning rate parameter

P. Mertikopoulos CNRS & Criteo AI Lab
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Regret under FTRL

Theorem (Shalev-Shwartz and Singer, 2006; Shalev-Shwartz, 2011)

Suppose that the FTRL algorithm is run with a K-strongly convex regularizer h and
learning rate η against a sequence of G-Lipschitz losses. Then:

Reg(T) ≤ H
η
+ ηGT

K

where H = max h −min h is the “depth” of h over X .

Corollary

If η = (/G)
√
KH/T , the FTRL algorithm guarantees Reg(T) ≤ G

√
(H/K)T .

[Proof: Exercise]
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Follow the linearized leader

What if full information is not available?

▸ Only observe t = ∇ℓt(Xt) after playing Xt [Perfect gradient feedback: S t ← t ]

▸ Replace ℓt with first-order model

ℓ̂t(x) = ℓt(Xt) + ⟨t , x − Xt⟩

▸ Plug model into (FTRL):

Xt+ = argmin
x∈X

{
t

∑
s=

ℓ̂t(x) +

η
h(x)} = argmin

x∈X
{η

t

∑
s=
⟨s , x − Xs⟩ + h(x)}

First-order feedback ; “follow the linearized leader”

Xt+ = argmax
x∈X

{η
t

∑
s=
⟨s , x⟩ − h(x)} (FTLL)
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Dual averaging

Dual averaging formulation of (FTLL) [Nesterov, 2009; Xiao, 2010]

Yt+ = Yt − γt
Xt+ = Q(Yt+)

(DA)

where Q(y) = argmaxx∈X{⟨y, x⟩ − h(x)} is the mirror map associated to h

X ⊆ V

Y = V∗

Q

Y

Y

Y−γ −γ

X
X

X

Figure: Schematic representation of (FTLL)/(DA).
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Example: online gradient descent

Special case when h(x) = (/)∥x∥ ; online gradient descent [lazy version]

Yt+ = Y − γt Xt+ = Π(Yt+) (OGD)

X

X

Y
−γ

X

Y

−γ
X

Figure: Schematics of (OGD)
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Dual averaging with generic first-order feedback

Generic first-order feedback

Xt ↝ Vt
®
signal

= −∇ℓt(Xt)
´¹¹¹¹¹¹¹¹¹¹¹¹¸¹¹¹¹¹¹¹¹¹¹¹¹¶
gradient

+ Zt
®
noise

+ bt
®
bias

(GFO)

Blanket Assumptions
For all t = , , . . . , we assume generic first-order feedback with
▸ Bias: ∥bt∥ ≤ Bt

▸ Variance: E[∥Zt∥ ∣Ft] ≤ σ 
t

▸ Second moment: E[∥Vt∥ ∣Ft] ≤ M
t

Generic dual averaging

Yt+ = Yt + γVt

Xt+ = Q(Yt+)
(GDA)
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Regret under dual averaging

▸ Gradient trick: [linear model]

ℓt(Xt) − ℓt(x) ≤ ⟨∇ℓt(Xt), Xt − x⟩ for all x ∈ X

▸ Energy function: [take for granted]

Ft = h(x) + (Yt) − ⟨Yt , x⟩

where (y) = maxx∈X{⟨y, x⟩ − h(x)} is the potential of Q : ∇ = Q

▸ Energy inequality: [take for granted]

Ft+ ≤ Ft + γ⟨Vt , Xt − x⟩ +
γ

K
∥Vt∥∗

▸ Aggregate / Telescope: [build the regret]

Reg(T) ≤ H
γ
+ γ
K

T

∑
t=

M
t + diam(X )

T

∑
t=

Bt

P. Mertikopoulos CNRS & Criteo AI Lab
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Regret under dual averaging, cont'd

▸ Take γ =
√

KH/∑T
t= M

t [Why?]

Reg(T) ≤
√
(H/K)∑T

t= M

t + diam(X )∑

T
t= Bt

Theorem (Shalev-Shwartz, 2011)

Suppose that a generic dual averaging (GDA) algorithm is run with first-order
feedback such that Bt = , supt Mt = M <∞, and learning rate
γ = (/M)

√
KH/T . Then:

Reg(T) ≤ M
√
(H/K)T

P. Mertikopoulos CNRS & Criteo AI Lab
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Learning with loss-based feedback

A derivative ℓ′(x) can be estimated at x ∈ R as

ℓ′(x) ≈ ℓ(x + δ) − ℓ(x − δ)
δ

Pick z = ± with probability /. Then:

E[ℓ(x + δz)z] = 

ℓ(x + δ) − 


ℓ(x − δ)

Ô⇒ Estimate ℓ′(x) by sampling ℓ at x̂ = x + δz and looking at 
δ ℓ(x̂)z

Algorithm Single-point stochastic approximation [Spall, 1992; Flaxman et al., 2005]

1: draw z uniformly from Sd

2: play x̂ = x + δz
3: get ℓ̂ = ℓ(x̂)
4: Set V ← − d

δ ℓ̂z
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Bandit gradient descent

X

X

.
X̂

δz

.

−γ(d/δ) ℓ̂z

.
X

Π

.

X̂

δz

.
X

−γ(d/δ) ℓ̂z
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Challenges

▸ One-point estimates are biased: Bt = O(δ)

▸ Can eliminate bias by taking δ →  but variance explodes:

E[∥Vt∥] = O(/δ)

▸ Bias-variance dilemma: accuracy vs. stability

▸ Plug into generic regret bound

Reg(T) = O(H
γ
+ γT

δ
+ δT)

Theorem (Flaxman et al., 2005)

Bandit dual averaging with γ ∝ /T/ and δ ∝ /T / enjoys Reg(T) = O(T/)

▸ In bandits, dual averaging with explicit exploration gives Reg(T) = O(T/)
▸ Much harder to obtain O(

√
T) [Bubeck and Eldan, 2016; Bubeck et al., 2017]
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Outline

Background & Motivation

Part I: Online convex optimization
Preliminaries
Leader algorithms & their friends
Regret minimization guarantees

Part II: Online learning in games
Preliminaries
Equilibrium convergence guarantees
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Sequence of events

Online learning in games #multi-agent

Require: players i ∈ N ; action sets Xi and payoff functions u i #Xi ⊆ Rdi compact convex

repeat

at each t = , , . . .
for all players i ∈ N do simultaneously

Choose action X i ,t ∈ Xi #action selection

Receive reward u i(X i ,t ; X−i ,t) # reward mechanism

Receive feedback signal S i ,t # context-dependent

until end

Blanket Assumptions

▸ Individual concavity: u i(x i ; x−i) is concave in x i for all x−i ∈ X−i , i ∈N
▸ Differentiability: u i(x i ; x−i) is jointly C-smooth in x = (x i ; x−i) ∈ X

P. Mertikopoulos CNRS & Criteo AI Lab
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Examples

1. Mixed extensions of finite games
▸ N players, each with individual set of pure strategies Ai = {, . . . , A i}
▸ Actions: mixed strategies x i ∈ Xi = ∆(Ai)
▸ Payoff functions: mixed payoffs

u i(x) = ∑
a∈A

⋯ ∑
aN∈AN

x,a⋯xN ,aN u i(a , . . . , aN)

2. Single-commodity Kelly auctions
▸ N bidders, each with a budget of b i
▸ Actions: x i ∈ Xi = [, b i]
▸ Payoff functions:

u i(x) =
ix i
∑N

j= x j
− x i

3. Generative adversarial networks (GANs)

[not convex-concave!]

▸ N =  neural networks
▸ Actions: bias /weight parameters xG , xD ∈ Rd

▸ Payoff functions:

uG(x) = −uD(x) = −∏
S
i= D(S i ; xD) ×∏

S
i=( − D(G(Z i ; xG); xD))

P. Mertikopoulos CNRS & Criteo AI Lab
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Nash equilibrium

Definition (Nash equilibrium)

A Nash equilibrium is any profile x∗ = (x∗ , . . . , x∗t ) ∈ X that is unilaterally stable, i.e.,

u i(x∗i ; x∗−i) ≥ u i(x i ; x∗−i) for every player i ∈N and every deviation x i ∈ Xi

[Intuition: no possibility of unilateral payoff increase]

Individual payoff gradients

v i(x) = ∇x iu i(x i ; x−i)

[Intuition: direction of individually steepest payoff ascent]

Proposition (Variational characterization of Nash equilibria)

x∗ ∈ X is a Nash equilibrium ⇐⇒ it satisfies the (Stampacchia) variational inequality

⟨v i(x∗), x i − x∗i ⟩ ≤  for all i ∈N , x i ∈ Xi (VI)

[Intuition: u i(x i ; x∗−i) decreasing along all rays emanating from x∗i ]

P. Mertikopoulos CNRS & Criteo AI Lab



30/55

Background & Motivation Part I: Online convex optimization Part II: Online learning in games References

Nash equilibrium

Definition (Nash equilibrium)

A Nash equilibrium is any profile x∗ = (x∗ , . . . , x∗t ) ∈ X that is unilaterally stable, i.e.,

u i(x∗i ; x∗−i) ≥ u i(x i ; x∗−i) for every player i ∈N and every deviation x i ∈ Xi

[Intuition: no possibility of unilateral payoff increase]

Individual payoff gradients

v i(x) = ∇x iu i(x i ; x−i)

[Intuition: direction of individually steepest payoff ascent]

Proposition (Variational characterization of Nash equilibria)

x∗ ∈ X is a Nash equilibrium ⇐⇒ it satisfies the (Stampacchia) variational inequality

⟨v i(x∗), x i − x∗i ⟩ ≤  for all i ∈N , x i ∈ Xi (VI)

[Intuition: u i(x i ; x∗−i) decreasing along all rays emanating from x∗i ]

P. Mertikopoulos CNRS & Criteo AI Lab



30/55

Background & Motivation Part I: Online convex optimization Part II: Online learning in games References

Nash equilibrium

Definition (Nash equilibrium)

A Nash equilibrium is any profile x∗ = (x∗ , . . . , x∗t ) ∈ X that is unilaterally stable, i.e.,

u i(x∗i ; x∗−i) ≥ u i(x i ; x∗−i) for every player i ∈N and every deviation x i ∈ Xi

[Intuition: no possibility of unilateral payoff increase]

Individual payoff gradients

v i(x) = ∇x iu i(x i ; x−i)

[Intuition: direction of individually steepest payoff ascent]

Proposition (Variational characterization of Nash equilibria)

x∗ ∈ X is a Nash equilibrium ⇐⇒ it satisfies the (Stampacchia) variational inequality

⟨v i(x∗), x i − x∗i ⟩ ≤  for all i ∈N , x i ∈ Xi (VI)

[Intuition: u i(x i ; x∗−i) decreasing along all rays emanating from x∗i ]

P. Mertikopoulos CNRS & Criteo AI Lab



31/55

Background & Motivation Part I: Online convex optimization Part II: Online learning in games References

Geometric interpretation

X

TC(x∗)

PC(x∗)

.
x∗

x

v(x∗)

Figure: Schematic representation of (VI)

Individual payoff gradients are outward-pointing at Nash equilibria
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Variational stability

Definition (Variational stability)

An action profile x∗ = (x∗ , . . . , x∗t ) ∈ X is variationally stable if

⟨v(x), x − x∗⟩ <  for all x ≠ x∗ suff. close to x∗ (VS)

▸ Intuition: individual payoff gradients locally point towards x∗

▸ Adapts notion of evolutionary stability in population games
[Maynard Smith and Price, 1973; Hofbauer et al., 1979; Sandholm, 2010]

▸ Global stability: (VS) holds for all x ≠ x∗

▸ Global version of (VS) ; Minty variational inequality

Proposition (M & Zhou, 2019)

▸ x∗ is variationally stable Ô⇒ x∗ is an isolated Nash equilibrium
▸ x∗ is globally variationally stable Ô⇒ unique Nash equilibrium

P. Mertikopoulos CNRS & Criteo AI Lab
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Equilibrium existence & uniqueness

Theorem (Debreu, 1952)
Every concave game with compact action spaces admits a Nash equilibrium.

[NB: Debreu Ô⇒ Nash]

Much finer results for games that satisfy the monotonicity condition:

⟨v(x′) − v(x), x′ − x⟩ ≤  for all x , x′ ∈ X (MC)

▸ Extends notion of concavity from functions to games [ Jac(v(x)) ≼  ]

▸ Strictly monotone if (MC) strict for x ≠ x′

▸ Examples: Kelly auctions, Cournot oligopolies, power control, … [not GANs]

▸ Called diagonal strict concavity by Rosen [1965]

Theorem (Rosen, 1965; Minty, 1962)
Every strictly monotone game with compact action spaces admits a unique Nash
equilibrium; in addition, this equilibrium is globally variationally stable.

P. Mertikopoulos CNRS & Criteo AI Lab
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▸ Extends notion of concavity from functions to games [ Jac(v(x)) ≼  ]

▸ Strictly monotone if (MC) strict for x ≠ x′

▸ Examples: Kelly auctions, Cournot oligopolies, power control, … [not GANs]

▸ Called diagonal strict concavity by Rosen [1965]

Theorem (Rosen, 1965; Minty, 1962)
Every strictly monotone game with compact action spaces admits a unique Nash
equilibrium; in addition, this equilibrium is globally variationally stable.
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Algorithms I: Individual gradient ascent

Individual gradient ascent: [Arrow et al., 1958]

X i ,t+ = X i ,t + γtv i(Xt) (IGA)

x

x+

γv(x)
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Algorithms II: Proximal point method

Proximal point method: [Martinet, 1970; Rockafellar, 1976]

X i ,t+ = X i ,t + γtv i(Xt+) (PPM)

x

x+
γv(x+)

P. Mertikopoulos CNRS & Criteo AI Lab



36/55

Background & Motivation Part I: Online convex optimization Part II: Online learning in games References

Algorithms III: Extra-gradient

Extra-gradient: [Korpelevich, 1976]

X i ,t+/ = X i ,t − γtv i(Xt) X i ,t+ = X i ,t − γtv i(Xt+/) (EG)

x

xlead

γv(x)

γv(xlead)

x+
γv(xlead)
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Algorithms IV: Optimistic gradient

Optimistic gradient: [Popov, 1980; Rakhlin and Sridharan, 2013]

X i ,t+/ = X i ,t − γtv i(Xt−/) X i ,t+ = Xt − γtv i(Xt+/) (OG)

x

xlead

−γv(xlag)

−γv(xlead)

x+
−γv(xlead)
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Algorithms V: more than you can shake a stick at…

Variants for min-max problems:

▸ Alternating algorithms:

Player 1: X,t+ = X,t − γtv(X,t , X,t)
Player 2: X,t+ = X,t − γtv(X,t+ , X,t)

(IGalt)

(+ variants for extra/optimistic/…)

▸ k ∶  algorithms:

Player 1: X(),t+ = X,t − γtv(X,t , X,t)

Player 1: X(),t+ = X
()
,t+ − γtv(X

()
,t+ , X,t)

⋯

Player 1: X,t+ = X(k−),t+ − γtv(X
(k−)
,t+ , X,t)

Player 2: X,t+ = X,t − γtv(X,t+ , X,t)

(GDk∶)

(practical implementation of two-time-scale methods)

▸ Chambolle-Pock, …
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Algorithms VI: even more

Multiplicative / Exponential weights for finite games:
[Vovk, 1990; Littlestone and Warmuth, 1994; Auer et al., 1995, 2002; Arora et al., 2012]

Yi a i ,t+ = Yi a i ,t + γtu i(a i ; a−i ,t)
X i ,t+ = Λ i(Yi ,t+)

(EW)

where Λ i is the “logit choice” map

Λ i(y i) =
(exp(y i a i ))a i∈Ai

∑a i∈Ai
exp(y i a i )

.

Exponential weights for exploration and exploitation: [Auer et al., 1995, 2002]

Yi a i ,t+ = Yi a i ,t + γt
1(a i = a i ,t)
P(a i = a i ,t)

u i(at),

X i ,t+ = Λ i(Yi ,t+),
(EXP3)

where the pure strategy a i ,t of the i-th player at stage t is drawn according to
X̂ i ,t = ( − δt)X i ,t + δt unif(Ai)
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Dual averaging with generic first-order input

Generic first-order input

Xt ↝ Vt
®
signal

= vt(Xt)
´¹¹¹¹¹¹¸¹¹¹¹¹¹¶

ind. gradients

+ Zt
®
noise

+ bt
®
bias

(GFO)

Blanket Assumptions
For all t = , , . . . , we assume generic first-order input with
▸ Bias: ∥bt∥ ≤ Bt

▸ Variance: E[∥Zt∥ ∣Ft] ≤ σ 
t

▸ Second moment: E[∥Vt∥ ∣Ft] ≤ M
t

Generic dual averaging

Yt+ = Yt + γtVt

Xt+ = Q(Yt+)
(GDA)
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Dictionary

Algorithm Actions (Xi ) Mirror (Q) Feedback (St ) Bias (Bt ) Variance (σ t )

(IGA) general Π(y) ind. gradients — O()
(EG) / (OG) general Π(y) ind. gradients O(γt) O()
(IGalt) general Π(y) ind. gradients O(γt) O()
(SPSA) general Π(y) payoff O(δt) O(/δt )
(EW) ∆(Ai) Λ(y) payoff vector — O()
(EXP3) ∆(Ai) Λ(y) pure payoff O(δt) O(/δt)

Table: Example algorithms as instances of the umbrella scheme (GDA).
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Outline

Background & Motivation

Part I: Online convex optimization
Preliminaries
Leader algorithms & their friends
Regret minimization guarantees

Part II: Online learning in games
Preliminaries
Equilibrium convergence guarantees
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The good

Blanket Assumptions

▸ lim γt = , ∑t γt =∞, ∑t γ

t <∞

▸ ∑t γtδt <∞ and ∑t γ

t /δt <∞ (SPSA) or ∑t γ


t /δt <∞ (EXP3)

Theorem (M, Hsieh & Cevher, 2021; global)

Suppose that x∗ is globally variationally stable. Then Xt converges to x∗ (a.s.).

Theorem (M, Hsieh & Cevher, 2021; local)

Suppose that x∗ is variationally stable and fix some confidence level α > . Then,
there exists a neighborhood U of x∗ in X such that

P(Xt converges to x∗ ∣ X ∈ U) ≥  − α

Corollary (Finite games)

Suppose that x∗ is a strict Nash equilibrium of a finite game. Then, (EW) and (EXP3)
converge locally to x∗ with probability at least  − α.
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The bad

Consider the bilinear game

min
x∈X

max
x∈X

Φ(x , x) = (x − b)⊺A(x − b)

Mean dynamics:
ẋ = −A(x − b) ẋ = A⊺(x − b) (MD)

Constant of motion:

E(x) = 

∥x − b∥ +



∥x − b∥ Ô⇒ Ė(x) = 

Theorem (Piliouras and Shamma, 2014)

The mean dynamics (MD) are Poincaré recurrent in all bilinear games that admit an
interior equilibrium.

[Poincaré recurrent: return arbitrarily close to initial point infinitely often]
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Behavior in bilinear games
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Figure: Behavior of SGD (left) and SEG (right)

(GDA) converges to constant distance from equilibrium

[But see also Chavdarova et al., 2019; Hsieh et al., 2020]
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The ugly

Consider the “almost bilinear” game

min
x∈X

max
x∈X

Φ(x , x) = xx + εϕ(x)

where ε >  and ϕ(x) = (/)x − (/)x

Properties:

▸ Unique critical point at the origin

▸ Unstable under (MD)

▸ (MD) attracted to unique, stable limit cycle from almost all initial conditions
[Hsieh, M & Cevher, 2020]
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Spurious attractors in almost bilinear games

Trajectories of (??) converge to a spurious limit cycle with no critical points
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Figure: Left: stochastic gradient descent; right: stochastic extra-gradient
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The Kupka-Smale theorem

Systems with the structure of bilinear games are rare:

Theorem (Kupka, 1963)

Let V = C(Rd ;Rd) be the space of C vector fields on Rd endowed with the
Whitney topology. Then, the set of vector fields with without non-trivial attractors is
meager (in the Baire category sense).

Theorem (Smale, 1963)

For any vector field v ∈ V , the following properties are generic (in the Baire category
sense):

▸ All closed orbits are hyperbolic

▸ Heteroclinic orbits are transversal (i.e., stable and unstable manifolds intersect
transversally)

TLDR: non-attracting periodic orbits are non-generic (they occur negligibly often)
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The very ugly

Another almost bilinear game

min
x∈X

max
x∈X

Φ(x , x) = xx + ε[ϕ(x) − ϕ(x)]

where ε >  and ϕ(x) = (/)x − (/)x + (/)x

Properties:

▸ Unique critical point near the origin

▸ Stable under (MD), but not a local min-max

▸ Two isolated periodic orbits:
▸ One unstable, shielding critical point, but small
▸ One stable, attracts all trajectories of (MD) outside small basin

[Hsieh, M & Cevher, 2020]
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Forsaken solutions in almost bilinear games

With high probability, (GDA) forsakes the game’s unique (local) equilibrium
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Figure: Left: stochastic gradient descent; right: stochastic extra-gradient
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